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Introduction 

Symphony AyasdiAI's technology is a true AI-powered discovery platform for 

uncovering insights hidden in noisy and vast amounts of data. Using our proprietary 

Topological Data Analysis (TDA) technology paired with cutting edge Graph Machine 

Learning, unsupervised and supervised machine learning for finding hidden 

relationships in high dimensional data, enterprises can overlay a domain model for a 

specific business problem (retail banking, correspondent banking, etc.) for next 

generation detection, analysis, visualization, and decisioning purposes. 

This paper will walk through the philosophy behind the Ayasdi platform, how it's 

built, and what makes it the best discovery engine for the financial services 

industry, with specific focus around Financial Crime Detection and Anti Money 

Laundering controls. 

Our Philosophy  

Being a highly regulated industry, financial services risk and compliance teams must 

meet the requirements of regulators and protect their enterprise from attacks and 

abuse by financial criminals. We built the Ayasdi platform with financial services users in 

mind. It is tailor-made to understand the ontology of financial transaction data, know 

your customer (KYC), historical data, complex relationships, anomalies, outliers, and 

hotspots, all while maintaining privacy, scalability, and transparency for this highly 

regulated industry. 

AI: The Ayasdi Approach  

Creating an AI system to solve problems in the anti-money laundering (AML) space is 

complicated. There are many unique challenges to this line of business, including:  

• Conflicting assessment: Whereby different investigators may come to different 

outcomes using the same data. This can be due to their skill levels, workload, 

training, bias, etc. and can make any signal in the data very noisy.  

• Long-range behaviors: Financial criminals' behavior can be designed to change 

gradually over time to avoid detection by legacy rules-based systems, thus gaining 

trust so large sums of illicit money can be moved.   

• Data imbalance: The vast majority of customers and transactions are not suspicious; 

only a tiny minority shows behavior worthy of investigation or escalation.   
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• Unequal costs: The costs incurred for failing to identify money laundering activity 

can be orders of magnitude greater than falsely identifying a customer as suspicious 

– any system must consider these costs explicitly.  

• Network interactions: Transactions exist within a wider transaction network or 

graph. These networks often have complex properties that make them difficult to 

understand and interpret for both humans and machine learning algorithms.  

• Expert knowledge: There is a large amount of expert knowledge used in the 

investigation process and it is often challenging to incorporate this into a machine 

learning system.  

Each of these points poses challenges to both the existing AML strategy and new AI and 

machine learning driven systems. At Ayasdi, we focus on finding intelligent and 

pragmatic ways to overcome these issues to create solutions that fit seamlessly with 

existing workflows, processes, and systems. 

Ayasdi's Machine Intelligence Platform: 
Sensa™ 

To understand Ayasdi's Sensa™ platform, it helps to start with a simple diagram of the 

different components and functionality with a Financial Crime detection focus.  

Figure 1: Symphony AyasdiAI Functional Overview 
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The Ayasdi platform uses a common application software (CAS) framework, which 

means that Ayasdi solutions are configured to address different customer requirements 

without the need to modify the core code of the platform. Our CAS capability allows for 

faster deployment, so that time, effort, and costs in developing applications are saved 

and prevents the duplication of efforts.  

 

 

 

 

Figure 1, above shows how Symphony AyasdiAI can provide value throughout the 

Financial Crime Prevention lifecycle. There are 9 key aspects:   

1. Flexible Data Ingestion – Flexible and dynamic data ingestion from internal and 

third-party data sources   

2. AI & Machine Learning – Comprehensive analytics capability to allow Ayasdi and 

customer models to be built and deployed   

3. Entity Resolution – Machine learning to get true client understanding from resolved 

entity insights    

4. Features & Rules – Support for existing rules and typologies and the ability to create 

new controls efficiently and effectively   

5. Alerts – Control how models and rules are used to alert across your entire 

enterprise  

6. Data Enrichment & Triage – Streamline alerts using risk-based scoring, 

prioritization, and data enrichment to automate investigation processes   

7. Investigate & Cases – A modern and intuitive investigation process that provides a 

holistic risk view including sophisticated network and relationship exploration    

8. Dashboards & Reporting – Built-in KPI reporting and business focused dashboards, 

with easy integration with downstream systems including Case Filings  

9. Continuous Scoring, Analysis & Tuning – Proactive and ongoing evolution of risk 

scoring, analytics and strategies with comprehensive analytics insights and tuning 

capabilities. 

Ayasdi solutions are configured to address 

different customer requirements without the 

need to modify the core code to the platform. 
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Supervised and Unsupervised Machine 
Learning at Ayasdi  

Network Analysis and Graph Machine Learning  

A cornerstone of machine learning at Ayasdi is network analysis and graph-based 

machine learning. As we stated previously, financial transactions naturally appear in a 

network or graph-type structure.  

Graph structures have many unique and interesting properties that make them 

challenging to analyze. Firstly, edge distributions are typically power-law distributed; 

this means that a small number of nodes are involved in the vast majority of edges – in 

the context of financial transactions, you can find that a utility company is involved in 

many transactions, orders of magnitude greater than the number of transactions of the 

average individual. As a result of this, graphs become difficult to analyze, and there are 

many counter-intuitive results. For example, the "friendship paradox" states that within 

a social network, on average, a person is less famous than their friends. To analyze data 

of this form, we therefore need sophisticated methods. 

At Ayasdi, we do this in a few ways, firstly by analyzing the graph itself statistically. We 

look for the localized structure of neighborhoods within the graph to create features 

that can be used within other machine learning algorithms. To do this effectively, we 

have dedicated considerable time to finding an optimal set of features to use. These 

features also have real-world 

interpretability, increase 

model performance, and aid 

in model explainability. 

We also use graph 

representation methods 

extensively whereby we take 

a graph structure and look to 

embed this entire structure in 

a vector space. The 

representations are used to 

ensure that both the local and 

global relationships of the 

transaction graph are 

consistent. This allows 

machine learning algorithms 

Figure 2: A graph showing financial  
transactions relating to an entity 



 

 
5 D I S C O V E R I N G  T H E  W H O L E  T R U T H  |  W H I T E P A P E R  

 

to understand and use them. In other AI platforms, the information contained here 

would never be uncovered and would effectively be "thrown away" at the outset. For 

money laundering applications, this is clearly problematic because money laundering is 

a money flow through a complex network.  

Lastly, we also make use of several native, graph machine learning algorithms where 

summary statistics and representations are not used. Instead, the machine learning 

algorithms work directly on the graph structure itself. These are cutting-edge machine 

learning methods that produce impactful results. 

Topological Data Analysis  

TDA forms the backbone of our analytical approach. It is considered one of the most 

significant technological advancements ever funded by DARPA and is the source of a broad 

range of awards and recognition. Developed in 2007, with currently over 40 patents, it has 

allowed us to solve some of the most complicated real-world, data problems.  

TDA is based on applying results from an 

area of mathematics called Algebraic 

Topology. Very loosely, the tools of 

algebraic topology allow us to summarize 

the underlying shape of a data set: at 

Ayasdi, we say "data has a shape, and the 

shape has meaning." This is in stark 

contrast to other approaches to machine 

learning, whereby the shape of the data 

is either not considered at all, or strong 

assumptions are made about the shape 

(which often prove incorrect and lead to 

poor results).  

The TDA concept works by converting a data set into a "TDA map" or connected graph 

that summarizes the shape of the data. When considering customer financial data, this 

can be a "Customer Behavior Map."  

The compressed representation of the TDA map has several beneficial properties:   

• Small-scale and large-scale data properties are preserved: this contrasts with other 

representation methods that often distort the relationships between data points.  

• Data is easier to visualize: Real data is often very high dimensional, and as such, it is 

hard for us to understand. TDA maps, in contrast, are easy to understand.  

Figure 3: A TDA map applied to the text: 

“Ayasdi”. The resulting map captures the 

shape of each individual letter. 
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• Automatically finding features that define the data: This makes the results from 

the TDA algorithm easy to explain, in a way that few other machine learning 

methods can.  

We have yet to mention that TDA is an unsupervised method. This is particularly useful 

for segmentation analysis. Typically, when segmenting a customer base, financial 

institutions specify the segment definitions in advance using information from the KYC 

profile — e.g., "small business." TDA segmentations, in contrast, are "natural" and fall 

out automatically, so they are not subject to any human bias of those defining the 

segmentation. The segmentation is also hierarchical so that the data is subdivided into 

discovered patterns from the top level all the way down to individual customer 

behaviors. Given the TDA method, it is also effortless to incorporate expert knowledge 

and domain expertise. The segmentation may also work in a semi-supervised way where 

some customers have been pre-segmented while others have not. This gives TDA the 

edge over other machine learning segmentation models, which offer much less 

flexibility and do not combine well with domain expertise.  

 

At Ayasdi, we also understand that there may be more than one "natural segmentation" 

in complex data sets. We typically look for a nested, hierarchical, behavioral description 

of customers. This allows us to identify both large-scale "broad brush" behavior as well 

Figure 4: A TDA map showing a natural segmentation of data into discrete connected components. 

Each component represents a specific high-level behavior, while each node represents a more 

concentrated sub-behavior.  

Figure 4: A TDA map showing a natural segmentation of data into discrete connected 

components. Each component represents a specific high-level behavior, while each 

node represents a more concentrated sub-behavior.  



 

 
7 D I S C O V E R I N G  T H E  W H O L E  T R U T H  |  W H I T E P A P E R  

 

as highly complex behaviors. This is a very intuitive concept: for example, in the real 

world, your behavior is likely similar in some respects to those who live on your street, 

but equally those within your town, city, state, country, or even continent.  

In recent years there has been a flurry of research papers showing the power of 

combining TDA with machine learning and deep learning AI methods – for uncovering 

areas where machine learning "fails”. At Ayasdi, we have been ahead of the curve in this 

respect and have been combining TDA and machine learning for years.  

Model Zoo  

While cutting-edge machine learning methods, data models, and scalable deployment 

platforms are great, they aren't worth much without having models that serve an actual 

business purpose. We recognize that an effective AML strategy requires more than one 

type of model detecting one specific type of behavior. Instead, we have built a suite of 

models spanning the entire AML space; each model can provide risk scores for every 

entity allowing for fast and effective investigations. These models include:  

• Risk Similarity Model: This model compares the behavior of an entity with the 

behavior of entities that have been alerted and escalated in the past. Compared to a 

legacy rules-based approach on its own, the Risk Similarity model has been used to 

reduce the false-positive rate of AML alerts significantly. We can achieve this by 

combining the latest machine learning techniques with GraphML and TDA methods.  

• Anomaly Detection: This model compares the behavior of an entity with its peers in 

a fine-grained, behavioral map. Using TDA, we can find anomalous behavior in a 

very sophisticated yet explainable way. All our anomalies have specific names.   

• Change in Behavior: This model looks at how an entity's behavior changes over 

time. By constructing detailed TDA maps of behavior, we can detect when an entity 

has changed behavior in a statistically significant way. Many other changes in 

behavior techniques used do not place changes in behavior in context and do not 

provide much insight. Knowing whether a change of behavior is normal and 

expected is extremely important to avoid generating noise.  

• New Behavior Evolution / Hotspots: This model aims to discover suspicious 

behaviors currently missed by existing systems. This could be due to sophisticated 

adversarial behaviors of the money launderer, a transaction monitoring system 

(TMS) alert threshold incorrectly set, or many other reasons. This model can also 

detect where decision errors may have taken place, with an investigator incorrectly 

closing a case instead of escalating it.  

These models work in tandem with each other. For example, the Risk Similarity model 

can reduce the false positive rate of the AML investigation system, thus freeing up the 
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investigator's time to study new entities that were uncovered by the new behavior 

detection model — which have a significantly higher likelihood of indicating money 

laundering activity.  

The Ayasdi SensaAML™ solution is also designed with scalability in mind. While these 

are example models within the system, it is possible to add many more. 

 

 

 

Explainable AI   

At Ayasdi, our models are built from the ground up with explainability in mind. We 

realize that having superior model performance in and of itself is not enough. For these 

models to be trusted and used as part of a business workflow, any decision needs to be 

explainable and understandable to the broader business. This runs from our multi-layer, 

hierarchical, TDA-based behavioral segmentation through to the individual models 

themselves. No matter how complicated or sophisticated a model is under the hood, we 

aim to make the results as clear and understandable as possible. Whenever a model 

outputs a score, the SensaAML™ user interface (UI) clearly shows which features of the 

data were used to reach that assessment. These are presented in simple, business-

friendly language and compared to its peer group and the wider population. This is very 

intuitive and can be used by an investigator to kick off a deeper dive investigation.  

Accelerate Time to Value  

Traditional Business Intelligence (BI), current machine learning, and all applications 

demand rigid data management components in development and deployment, often 

taking up over 80% of the project time and cost. With Ayasdi, the operational data 

model is "discovered" — as an accurate reflection of the truth within your data–not 

some abstract data model imposed. As part of the deployment, you'll discover what 

your data has to tell you and how your company is really operating. The result? 

Accurate, real data-mapping, a data model that genuinely reflects your firm's 

operations, market, customer environment, and a time to value discovery at a fraction 

of the time and cost of anything else.  

  

Ayasdi has built a suite of models 

spanning the entire AML space. 
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Our Technology  

The four main pillars that make up our technology are:   

1. Cloud-Native  

2. Security at Design  

3. Dynamic Scalability  

4. Data-Driven  

Being Cloud-Native gives it the ability to run on 

any cloud or on-prem depending on the client’s 

existing infrastructure. Our product uses modern 

concepts, technologies, and frameworks, making 

SensaAML™ cloud-agnostic.   

Security was never an afterthought but lies at the core of building our platform. We 

gave it the ability to anonymize data without interfering with the ongoing data science 

efforts. The zero-trust model keeps the data secure. Available integration with identity 

and access management (IdAM) makes it a breeze to secure and use.   

Dynamic Scalability: We use a Domain Orientated Microservices Architecture (DOMA) 

comprised of subsystems made of independent microservices orchestrated within a 

Kubernetes cluster.  This ensures that the way Sensa is deployed is incredibly flexible, 

resilient and supports far more dynamic use of resources e.g., scaling out infrastructure 

only when needed. 

Data-Driven: The more data we consume, the more insights we can find resulting in 

event-driven ingestion and processing. The system data repository grows organically 

with data demands. Based on a less-schema model, we use both time series and graph 

databases to ingest data and use machine learning to map entity relationships 

dynamically. Our ability to map these relationships allows our customers to graphically 

traverse the networks of their customers' relationships aided by SensaAML™'s 

supervised and unsupervised machine learning predictions.  
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Summary 
Enterprises that adopt AI and Graph Machine 

Learning will outperform enterprises that 

don't. Regulators have asked FIs to experiment 

and innovate towards a risk-based approach 

rather than the old and failing rules-based 

approach. AI will define the winners and losers 

over the coming years.   

As a company, Symphony AyasdiAI has 

pioneered the development of this next-gen 

platform. The four pillars outlined at the start 

of this paper: Cloud-native, Security at Design, 

Dynamic Scalability, and Data-Driven, 

represent the necessary features for a next-

gen, futureproof platform. A commitment to 

establishing an AI-driven AML strategy 

requires a commitment by every risk 

department — however, the payoff for those 

financial institutions making that  

investment is immense.   Figure 5: Ayasdi analytical capabilities 
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About Symphony AyasdiAI 
AyasdiAI, a Symphony AI portfolio company, empowers banks and financial institutions with a 

complete picture of customer, third party and user behavior to discover crime, risk and 

competitive opportunity through unparalleled, predictive insight. Using a uniquely powerful 

combination of artificial intelligence and machine learning, Ayasdi customers dramatically reduce 

the time to achieve genuine transparency, with full explainability. Ayasdi Sensa™ leverages unique 

combinations of topological data analysis, time series and leading analytical innovations to give 

organizations absolute fidelity for competitive discovery, risk detection and efficiency 

optimization. Learn more at www.ayasdi.com, LinkedIn, or Twitter. 

About Symphony Group 
The SymphonyAI Group is the fastest growing and most successful group of B2B AI companies, 

backed by a $1 billion commitment to build advanced AI and machine learning applications that 

transform the enterprise. Symphony AI is a unique operating group of over 1,600 skilled 

technologist and data scientists, successful and proven entrepreneurs, and accomplished 

professionals, under the leadership of one of Silicon Valley’s most successful serial entrepreneurs, 

Dr. Romesh Wadhwani. 

555 Twin Dolphin Dr, Suite 370 
Redwood City, CA 94065 USA 

+1 650.704.3395 
sales@ayasdi.com 
www.ayasdi.com 


